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On the philosophical applications of Cognitive Science 

 

Alvin Goldman (ed), Readings in Philosophy and Cognitive Science. Cambridge, MA: The MIT 

Press, 1993. 

 

Goldman collected thirty-eight papers in Philosophy and in Cognitive Science that are of interest 

to people from both disciplines. In the following I describe the motivation behind Readings in 

Philosophy and Cognitive Science (henceforth RPCS), and review its structure. I also point to 

recent selections, probably less familiar to the potential reader, but certainly worth noticing. I 

then discuss the bounds of the philosophical applications of Cognitive Science. 

    

1. General overview  

 

The very first reaction to RPCS is to wonder why we need another anthology for the philosophy 

of cognitive science. RPCS, however, is different from Block (1980), Lycan (1990) and many 

other anthologies. Unlike the others, whose focus is the so-called philosophical foundations of 

cognitive science, RPCS focuses on the applications of cognitive science to philosophy. As such, 

most of the papers in RPCS make explicit the connection between empirical findings and 

significant philosophical theses.  

 Another distinctive feature of RPCS is that half of the papers in it were written by 

cognitive scientists. These essays describe important empirical work in social psychology, 

developmental psychology, computational linguistics, artificial intelligence, decision-making 

theory, vision and neuroscience. 

Some of the papers, such as Chomsky’s "On the Nature, Use, and Acquisition of Language", and 

Tversky and Kahneman's "Probabilistic Reasoning" are already very familiar to philosophers and 

have had their impact on the philosophical literature. Many other papers report or summarize 

more recent empirical findings. 

 An explicit goal of Goldman in RPCS is to show “how cognitive science bears on most of 

the major branches in philosophy” (p. 1). This objective is echoed in the book’s structure. The 

selections are arranged in seven sections. The papers in the first six sections pertain to the 

applications of cognitive science to philosophy in six areas: epistemology, philosophy of science 

and mathematics, philosophy of mind, metaphysics, language, and ethics. For example, the 

Epistemology section starts with four empirical papers examining the reliability of cognitive 

processes. The papers range from Irving Biederman's "Visual Object Recognition", where 

Biederman develops a theory about the way the visual system classifies objects, to papers on 

deductive and probabilistic reasoning. The fifth and last paper in the epistemology section is 

Goldman’s "Epistemic Folkways and Scientific Psychology" where he argues for the role of 

cognitive science in analyzing and shaping the epistemic concept of justified belief. The last 

section of RPCS includes papers on the conceptual foundation of cognitive science. 

 As Goldman himself declares, RPCS is a companion to his own philosophical work in the 

last decade. In his Epistemology and Cognition, Goldman defends a version of epistemic 

reliabilism according to which the analysis of epistemic concepts should make use of empirical 

findings in cognitive science. His “Epistemic folkways and scientific epistemology” is a 

reformulation and extension of the main theses of Epistemology and Cognition. More recently, 



Goldman has extended this method of analysis into other areas of philosophy. In his other papers 

in RPCS, "The psychology of Folk Psychology" and "Ethics and Cognitive Science", Goldman 

applies insights and concepts from cognitive science to the analysis of self-attributed 

propositional attitudes and to the analysis of mental representation of moral categories.  

 Another merit of RPCS is that it contains, alongside classics, selections less familiar to 

many philosophers, which are worth reading, for instance, C.L. Hardin's philosophical paper 

"Color Subjectivism". Hardin utilizes evidence about the processing of color information in the 

visual system to attack familiar objective accounts of color - such as the claims that color is a 

wavelength of light, that color is a disposition of objects, and that color is spectral reflectance. 

Hardin shows quite convincingly that “too many of the mechanisms essential to the productions 

of colors that we see lie within the bodies of the perceivers” (p. 506). Hence it becomes 

impossible to explain color without making reference to these very internal mechanisms.  Two of 

the more recent Cognitive Science papers are of special interest to philosophers. In "How we 

Know Our Minds: The Illusion of First-Person Knowledge of Intentionality", Alison Gopnik 

addresses the question of how we come to know our own mental states. Gopnik argues, based on 

experiments with 3-4 year old children, that the content of the first-person intentions is much 

more inferential than many philosophers imagine. Intentionality, Gopnik argues, is a theoretical 

construct applicable both to our intentions and to the intentions we attribute to others.  

 In "Brain and Language", Antonio and Hana Damasio discuss the way language 

capacities are embedded in the brain. The Damasios, who run one of the world’s biggest centers 

for brain-damaged individuals, present a very interesting theory about the locations of linguistic 

concepts in the brain, and about the brain processes which bring about language understanding 

and production.  

  RPCS also includes important papers related to the so-called Classical-Connectionist 

debate. In "On the Proper Treatment of Connectionism", Paul Smolensky expounds the 

conceptual foundations of Connectionism, and defines its place in Cognitive Science. In 

"Connectionism and Cognitive architecture", Jerry Fodor and Zeno Pylyshyn argue, contrary to 

Smolensky, that Connectionist architectures cannot be architectures of cognition. At the 

empirical edge of the debate, David Rumelhart and James McClelland describe their 

Connectionist model for Past-Tense acquisition (“On Learning the Past Tenses of English 

Verbs”), and “In Critique of Rumelhart and McClelland”, Andy Clark mostly summarizes the 

long critique of the Past-Tense model by Pinker and Prince (1988).  

 Overall, RPCS makes an excellent collection to any philosophers interested in cognitive 

science and its application to philosophy, and to cognitive scientists interested in philosophical 

questions pertaining to their scientific subject matter. A novice will find here many of the more 

important works in these areas, whereas the expert will find recent stimulating material. The 

structure of RPCS assures easy access to scholarship on specialized areas in philosophy and to 

applications of cognitive science to these fields.   

 

2. The bounds of Cognitive Science 

 

Readers may ask, while reading in RPCS, to what extent can cognitive science inform 

philosophical inquiries? Is cognitive science a form of naturalized philosophy? And, if it is not, 

what are the bounds of cognitive science? 

 It seems to me that it is important to distinguish between the works in RPCS whose main 

concern is the structure of the mind, and the works in RPCS whose main concern is content 



determination. Such division, however, is completely absent from RPCS. Goldman divides 

RPCS into sections by the philosophical areas to which the papers explicitly refer. Papers not 

referring to any specific philosophical area are grouped in the Conceptual Foundations section. 

As a result, papers whose main concern is structure, and papers whose main concern is content, 

are grouped together in the same section. In the rest of this review, then, I explicate the 

structure/content distinction, I show why such a distinction is crucial to the discussion about the 

philosophical applications of cognitive science, and I conclude briefly with the bounds of 

cognitive science.  

 It is essential to remember that cognitive scientists, like other scientists, bring to their 

research a set of metaphysical and methodological assumptions. As a result, any application of 

cognitive science - whether empirical or philosophical - is already conditioned by such 

assumptions. The major working hypothesis of cognitive science is that the mind/brain is an 

information-processing system. That is, that cognitive processes are computational processes that 

apply to mental representations, where mental representations are objects that carry content or 

information about events, objects and properties that are typically external to the organism.   

 What this information-processing assumption entails, in practice, is that models in 

Cognitive Science aim to uncover how the mind/brain processes information. They aim to reveal 

the computational structure of mental states and processes, and, in turn, they provide only a 

conditional reply to the question "What is content?". Biederman's theory of visual pattern 

recognition, for example, explains how we recognize the type of an object (i.e., chair, elephant, 

etc.), given information about simple geometrical volumes. What the theory does not explain, 

however, is in virtue of what facts do the input units get the content of primitive geometrical 

volumes, or in virtue of what facts do they represent at all. 

 This style of explanation is common to both classical and connectionist theories. 

Classical theories explain how the content of complex representations, such as coffee with milk, 

are determined, via recursive syntactic and semantic rules, by the content of the simple 

representations, coffee, milk and with(x,y). Connectionist theories (see Smolensky 1988) explain 

how the content of complex representations, such as coffee with milk, conceived as vectors of 

microfeatures, say coffee with milk = <upright container, hot liquid, burnt odor>, have their 

contents by statistical correlations between the microfeatures. 

 Connectionist theories, then, dispute with classical theories over the formal structure of 

mental representations and states. Both classical and connectionist theories, however, explain 

how the contents of complex representations depend on the contents of simple representations. 

And more importantly, neither theory explains how content enters into the system in the first 

place. Classical theories are silent about the content determinants of the simple representations, 

coffee, milk, and with(x,y), whereas connectionist theories are silent about the content 

determinants of the microfeatures.   

 It thus seems that we can draw a distinction between two types of questions:  

(A) What is the computational structure of mental representations and mental processes? Or, 

what is the structure of our cognitive architectures?  

(B) What are the facts in virtue of which something represents? And what facts determine the 

specific content of a mental representation?  

 And as we can now see, cognitive science aims toward answering the (A) questions, not 

the (B) questions. It aims to answer the (B) questions only as far as content depends on the 

computational-formal structure of the representations. Correspondingly, where many papers in 

RPCS aim to answer questions about the structure of perception, reasoning, actions, and of 



knowledge in general, many others aim to answer questions about the identity conditions of 

content. Those papers, mostly Cognitive Science papers, whose subject matter is structure, 

already accept the underlying assumptions of cognitive science, and, in a sense, already assume 

an unanalyzed notion of content. Those papers, typically philosophy papers, whose subject matter 

is content determination, precisely aim to analyze content.   

 We are finally in a position to approach the issue of philosophical applications. I have 

spent much space on the content/structure distinction because I think this distinction must be a 

starting point for a serious discussion of the philosophical applications of cognitive science. 

More specifically, it seems to me that if we already accept the underlying assumptions of 

cognitive science, and the questions we are concerned with directly bear on the structure of 

mental states and processes, then there are many resources we can draw from cognitive science in 

answering these questions. For the aim of cognitive science is precisely to reveal the structure of 

mental processes and states. If, on the other hand, we either question the underlying assumptions 

themselves or raise questions that depend on content determination, then the resources we can 

draw from cognitive science, at least in its current form, are very limited.  

 Let me first discuss the structure questions. To say that there are no foreseeable limits to 

what we can learn from cognitive science about the structure of mental processes and states is not 

to say that we can now answer all the structure questions. On the contrary. There is still a big gap 

between the more global questions that philosophers ask about the mind, and the empirical data 

provided by the Cognitive Science. This gap is apparent in Goldman's own work. While 

Goldman enthusiastically recommends describing our epistemic assessments in terms of 

scientific psychology, it appears that he has difficulties even connecting the empirical data with 

the concept of justified belief. When it comes to the description of self-knowledge states, he 

himself admits that "I have not done the kind of experimental work that my own methodological 

percepts would require for their corroboration; nor does existing empirical research address these 

issues in sufficient detail" (p. 348). 

 Consider also the important debate over the question of whether perception is 

modular/encapsulated (Fodor, "Observation Reconsidered") or plastic and theory laden (Paul 

Churchland, "Perceptual Plasticity and Theoretical Neutrality: A Reply to Jerry Fodor"). Even 

though the discussants base their arguments on empirical data, they fiercely argue on whether 

empirical evidence about perceptual illusions show that perception is modular or plastic. 

 -Layer 

effect, whose distinctive feature is that we are deluded even though we know that these are 

illusions. We see, for example, lines as having different lengths, although we know that they are 

equal. "Knowing that they are illusions doesn't make them go away" (Fodor: 129). Fodor 

concludes from these phenomena that perception is encapsulated from higher-level cognitive 

information - that what we know typically doesn't effect what we see. 

 Churchland, however, first points out that there are many other visual effects such as the 

duck/rabbit and the Necker cube effects, where we learn very quickly to flip back and forth at 

will between the two or more alternatives. Churchland concludes that "at least some aspects of 

visual processing, evidently, are quite easily controlled by the higher cognitive centers" (p. 143). 

Churchland further indicates that, as far as we know, even the M -Lyer effect results from a 

learning process controlled by higher cognitive centers, and so it may well be the case that "a 

long period of training in an environment of a quite different perceptual character would produce 

a subject free from that particular illusion" (p. 145). 

 What we see, then, is not only that Fodor and Churchland reach radically different 



conclusions from the same evidence about perceptual illusions, but also that the available 

empirical data are far from settling the more global questions about the modularity of perception. 

It is not that we just need another experiment to settle the issue. The problem is that we know 

almost nothing about the mechanisms that underlie perceptual illusion, and their role in 

perception in general. Thus, while it is not unthinkable to think that cognitive science can, in 

principle, reveal the mechanisms of perceptual illusions, it currently tells us little about these 

mechanisms - which is why we cannot conclude yet whether and to what degree perception is 

modular. 

 Let us now turn to the content questions. There is an underlying cognitivist assumption in 

many papers in RPCS that the content (and the normativity) of epistemic assessments, moral 

judgements, and of language in general - is derived from the content of mental representations. 

This assumption, of course, is controversial. But even if we accept it, we still face the issue of the 

ability of cognitive science to answer the question "What is mental content?"  

 Many philosophers think that cognitive science may go with content question as far as it 

may go with structure questions. For they think that there is no real distinction between structure 

and content. They would say that there is nothing more to the content of a representation than its 

formal/syntactic/causal structure. This view is now known as `functional-role semantics', and  

partly illustrates Ned Block's "The Computer model of Mind".  

 Many indications suggest, however, the existence of other non-structural constraints that 

are part of the identity conditions of content. In particular, there are today forceful arguments that 

some content determinants are external to the organism. Substantial arguments for this 

externalist view are expounded in RPCS. In "Meaning, Other People, and the World", Hilary 

Putnam elaborates on his earlier thought experiments (Putnam 1975) to argue that the content of 

our thoughts is determined, at least partly, by environmental and social factors external to the 

individual. In "Individualism and Psychology", Tyler Burge develops another set of thought 

experiments to show that psychological (including perceptual) content is not individualistic 

either. Burge further shows, based on his analysis of David Marr's work, that vision theorists 

individuate perceptual-computational states externally. And in "Misrepresentation", Fred Dretske 

aims to explain misrepresentations in the framework of his theory of information (introduced in 

Dretske 1981), whose core idea is that the identity conditions of the information a signal carries 

depends on the causal relations between the external environment and internal states.   

 Burge's (and to some degree Dretske's) papers are of special interest, since they suggest 

that explaining content is beyond the reach of cognitive science experiments. If cognitive science 

holds that content is partly external, and since cognitive science delimits itself to the description 

of intra-organism processes, then it seems that cognitive theories quantify over properties whose 

identity conditions are outside the scope of cognitive science. That is to say, an important 

philosophical application of cognitive science is that cognitive science is restricted in answering 

the question "What is mental content?". And if so, cognitive science is certainly restricted in its 

ability to determine the content of metaphysical, epistemic and moral judgements.    

 It is also worth mentioning that two papers in RPCS challenge the computational-

representational assumption itself. In "Autonomous Psychology and the Belief-Desire Thesis", 

Stephen Stich starts to formulate what later (Stich 1983) became his syntactic theory of mind; 

namely his suggestion to eliminate content from scientific psychology. In "The Critique of 

Cognitive Reason", John Searle argues the exact opposite. He suggests eliminating the 

computational level from cognitive science. Unfortunately, it will take too much space to discuss 

the arguments for these interesting views.  



 To sum up, I contend that we should be sensitive to the structure/content distinction when 

examining the philosophical applications of cognitive science. Cognitive science can take us very 

far, even if it presently doesn't, in answering questions about the structure of mental states, 

perceptual processes, actions, reasoning, and perhaps knowledge in general. Cognitive science, 

however, at least in its current form, cannot go beyond structural constraints in answering the 

question "What is content?", and, as such, it leaves much space for other kinds of philosophical 

investigations.  

 

Oron Shagrir 
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