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ABSTRACT

Many researchers consider the presentation of
diverse content as a prerequisite for the news
media to fully exercise their democratic mandate.
While prior news diversity studies have contributed
important theoretical insights, we argue here that
scholarly knowledge of this concept can be signifi
cantly advanced by employing computational meth
ods for text analysis. Using automated methods,
researchers can increase both the scope of data
being analyzed and the resolution of the analysis.
This article presents a novel framework for analyzing
news diversity consisting of two distinct stages. In
the first stage, a computational text classification
method is used to analyze, at a high resolution, the
attention given in news texts to a broad range of
political and social issues. In the second stage, the
text classifications are aggregated, and the distribu
tions of media attention to those issues (i.e., news
diversity) are assessed on a large scale. After present
ing the novel approach, we illustrate its usefulness
for testing theoretical hypotheses about news diver
sity. We compare the diversity of economic coverage
in three elite and three popular US newspapers
(N = 252,807 articles) and find that a fine-grained
analysis relaxes concerns raised in previous studies
about low content diversity in the popular press.

A key role of the news media in democratic societies is to provide citizens with high-quality
information that promotes their understanding of and engagement with political and social issues.
Even though scholars have conceptualized and measured the quality of news content in various ways
(Van Aelst et al., 2017), it is widely agreed that an important normative criterion by which the news
should be assessed is their levels of diversity (Baden & Springer, 2017; Gans, 2011; Mutz & Young,
2011). Diversity in the news is defined as “heterogeneity in media content in terms of one or more
specific characteristics” (Van Cuilenburg, 1999, p. 188), and its measurement focuses on how broad
and balanced media attention is across any set of socially relevant categories (e.g., political issues).
In recent years, a growing number of empirical studies have been published examining the extent
to which the news media live up to the normative ideal of content diversity. These studies have
contributed significantly to our understanding of the nature and origins of news diversity. They find,
for example, that diversity is higher in countries with stronger public service media (Humprecht &
Esser, 2018); that diversity in the media agenda is positively correlated with diversity in the public
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agenda (Huang, 2010); and that diversity is often – though not always – higher in online news than
in print news (Powers & Benson, 2014).
In this article, we argue that despite the important theoretical conclusions prior studies arrive at,
scholarly understanding of news diversity is in need of a significant methodological and conceptual
extension. Specifically, we argue that manually driven (rather than computational) approaches –
which are by far the most dominant way of operationalizing news diversity (e.g., Benson, 2009;
Humprecht & Esser, 2018; Peter & De Vreese, 2003; Tan & Weaver, 2013; Van Hoof et al., 2014, and
many more) – impose severe limits on both the scope of data that can be analyzed and the resolution
of the analysis. To help address these challenges, we present a novel framework for analyzing news
diversity consisting of two stages. In the first stage of the analysis, a computational method is used to
classify large samples of texts for the precise level of attention they give to a broad set of political and
social issues. In the second stage, the automatically generated classifications from the first stage are
aggregated, and diversity is analyzed by examining distributions of media attention to issues.
Our approach advances news diversity research in three main ways. First, it enables researchers to
increase the volume and scope of media data they include in the analysis. This facilitates, for
example, the study of longer time periods or analysis of all available news articles from a given
period instead of drawing small random samples. Second, using our approach, news diversity can be
studied in relation to more refined sets of political and social issues; for example, it is possible to
decompose broad domains (e.g., the economy) to their sub-domains (e.g., taxes, unemployment,
banking, and so on), which are known to contain a breadth of valuable information but have rarely
been studied so far in the news diversity literature. Third, the approach allows scholars to extract
information of a higher quality from each news text. For instance, they can advance from binary
coding of issues as either present or absent in the news to assessing their precise salience relative to
all other issues.
Seen from a broader perspective, our study joins recent scholarship in communication using
computational methods to advance the study of important concepts in the discipline, such as
framing (Walter & Ophir, 2019), negativity bias (Soroka et al., 2015), agenda-setting (Neuman
et al., 2014), and various others. This growing body of evidence demonstrates the different ways
in which communication researchers can utilize the development of sophisticated tools for compu
tational analysis, as well as the increasing availability of large-scale data (Van Atteveldt & Peng,
2018), to produce novel theoretical and empirical insights into existing concepts and theories. We
argue, and show, that computational approaches hold great promise for research on news diversity
because they enable efficient, cost-effective, and information-rich analysis of broader sets of issues in
much larger samples of texts. Computational methods also have limitations, of course, which we
discuss in more detail below. It is thus important to emphasize from the outset that our approach
aims to complement rather than replace the existing methodological approaches (Van Atteveldt &
Peng, 2018).
The article is organized as follows. We begin with a brief overview of the news diversity literature.
This overview is followed by a discussion of the limitations of existing methods for measuring
diversity. Next, we describe the novel framework we have developed to help overcome these
limitations. After introducing the approach, we present two detailed empirical illustrations of it
using large-scale data from six national American newspapers. We conclude by discussing the
advantages of the novel approach, its limitations, and the various ways in which it can be applied
in the future to advance research on news diversity.

Previous News Diversity Research
Working on the assumption that diverse content is “a prerequisite for the media to fully exercise its
democratic mandate” (Humprecht & Esser, 2018, p. 1825), the news diversity literature investigates
the extent to which the mass media guarantee citizens access to information on a wide range of
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issues and perspectives. This literature emphasizes the democratic importance of a rich and multi
dimensional representation of the political and social world in the mass media (Van Aelst et al.,
2017; Van Cuilenburg, 1999).
The bulk of studies on news diversity explore the distribution of media attention to political
issues. Drawing mainly on the media agenda-setting literature, these studies examine the levels of
attention the news media give to different political and social issues, such as the economy,
immigration, the environment, and so on (McCombs & Zhu, 1995; Peter & De Vreese, 2003; Tan
& Weaver, 2013; Van Hoof et al., 2014; Wessler & Rinke, 2014). The rationale guiding these
investigations is that the more diverse media coverage is in terms of political and social issues
relevant to citizens’ lives, the greater the number of problems citizens will perceive as important and,
consequently, the higher the chances that they will pressure government to devote attention and
resources to solving these problems (Wanta et al., 1995). By this view, narrow media coverage
concentrating on a small subset of highly salient issues is problematic because it diverts citizens’
attention away from important societal problems that receive little media attention.
A different branch of the news diversity literature focuses on the within-issue level, exploring the
diversity of viewpoints, or frames, presented in the news regarding a given political topic (e.g.,
Huang, 2010; Kleinnijenhuis et al., 2015; Masini et al., 2018). The normative assumption driving
these studies is that the media should actively seek dissident views and present them alongside
dominant perspectives to help ensure that political debates are not monopolized by powerful elites
(Baden & Springer, 2017; Gans, 2011).

The Limitations of Existing Methods
Past studies have contributed important conceptual and theoretical insights into the nature and
determinants of news diversity. They find, for example, that diversity is higher in countries with
stronger public service media (Humprecht & Esser, 2018), and that online news is often more diverse
than print news (Jacobi et al., 2016). Researchers have also found that elite newspapers, such as The
New York Times, offer their readers more diverse content than popular newspapers, such as the
New York Daily News (Benson, 2009). In terms of methodology, however, the news diversity literature
has not evolved much over the years. An overview of the existing empirical literature – most of it very
recent – reveals an almost exclusive reliance on manual coding of relatively small samples of texts
(Beckers et al., 2019; Benson, 2009; Huang, 2010; Humprecht & Büchel, 2013; Humprecht & Esser,
2018; Masini et al., 2018; Peter & De Vreese, 2003; Powers & Benson, 2014; Tan & Weaver, 2013; Van
Hoof et al., 2014; Wessler & Rinke, 2014; for an exception, see Kleinnijenhuis et al., 2015).
The use of manual coding in prior studies is, of course, not a problem in and of itself. As noted by
Grimmer and Stewart (2013), to get a deep understanding of textual content, there is no substitute
for the close and careful reading of texts by humans. Nevertheless, recent developments in commu
nication research point to the great potential of computational approaches to complement and
extend human-based content analysis in the discipline. According to Van Atteveldt and Peng (2018,
p. 81), in recent years, (1) the increased availability of media data, (2) constant improvements in
automated text analysis methods, and (3) the emergence of powerful and cheap processing power
have, together, contributed to a significant “acceleration in the promise and use of computational
methods for communication science.” Indeed, computational methods have recently been utilized to
supplement human coding of such important concepts in communication as negativity bias in media
content (Soroka et al., 2015), framing (Burscher et al., 2014; Sheafer et al., 2014; Walter & Ophir,
2019), agenda-setting (Neuman et al., 2014), sentiment (Rudkowsky et al., 2018), and the association
of actions and sentiments with political actors (Fogel-Dror et al., 2019b), to name just a few.
We believe computational methods can advance research into news diversity in two important ways:
increasing the volume and scope of data being analyzed, and enhancing the resolution of the analysis. In
terms of data volume, prior news diversity studies have used relatively small samples of media texts. Due
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to their reliance on human-based coding – which is extremely time and resource consuming – research
ers have typically analyzed diversity in small random samples consisting of a few hundred to a couple of
thousand news articles. The use of such small samples not only jeopardizes the precision with which news
diversity is measured but also limits the scope of prior investigations: since training coders and analyzing
the data once they have been trained is expensive, researchers have tended to narrow their database in
advance by, for example, studying news diversity in a single news outlet (e.g., The New York Times; Tan &
Weaver, 2013), in relation to a specific event (e.g., the “Occupy” protests in 2011; Humprecht & Büchel,
2013), or during a relatively short period of time (e.g., the two weeks following an election; Peter & De
Vreese, 2003). A computational approach can overcome this scaling problem, as it allows analyzing
much more data at a relatively small additional cost.
Scaling up the analysis can advance any literature using content analysis as a primary research
method (Trilling & Jonkman, 2018). Yet we believe it is especially important when measuring
diversity levels in the news. News diversity is a measure of distributions of media attention to sets
of predefined categories, such as issues, viewpoints, or actors. Thus, it is an aggregate-level phenom
enon: a single news article is only rarely diverse, but an aggregation of information from many
articles often reveals substantial variations in diversity (Masini et al., 2018). The fact that media
coverage can only be truly diverse across many texts makes the use of small samples in this literature
potentially problematic, as it may lead scholars to conclude that diversity is low not because it really
is low but due to insufficient information. In addition, as we illustrate below, increasing the sample
size allows researchers more flexibility in choosing how to aggregate and analyze their data. As we
demonstrate below, decisions about data aggregation can have a dramatic influence on a study’s
substantive conclusions regarding diversity.
A different way in which a computational approach can advance news diversity research is by
improving the quality of the information researchers extract from each news text. According to
Grimmer and Stewart (2013, p. 276), elements like “ambiguities in language, limited attention of
coders, and nuanced concepts” make it difficult even for expert human coders to reliably classify
documents. Perhaps because of these limitations, previous news diversity studies have examined the
distribution of media attention to small sets of highly prominent categories, such as broad policy
domains (e.g., the economy, foreign affairs, or immigration; Peter & De Vreese, 2003; Tan & Weaver,
2013) or the few most prevalent viewpoints on an issue (e.g., Benson, 2009; Masini et al., 2018).
A computational approach, however, enables reliable analysis of large sets of categories with minimal
additional human effort. It also allows analyzing more subtle categories than those human can
typically code for. This important feature can be used, as illustrated below, to decompose broad
issue domains (e.g., the economy) to their more specific sub-domains (e.g., taxes, unemployment,
banking, etc.), and to thus obtain a richer and more complete account of media attention to political
and social issues.
Another characteristic of prior news diversity studies is that they classify texts in a binary fashion;
past studies typically ask human coders to decide whether each category is present in each text or
not. A simple hypothetical example of this approach would be a news article dealing with a recent
slowing of the economy. Using a binary coding system, this article would get a value of 1 for the
domain “the economy” and 0 for all other domains. A slightly more complex example would be
a news article covering a recent increase in defense spending. Existing coding schemes would expect
coders to either conclude that two domains – “the economy” and “defense” – are present in the text
and give them identical weight in the analysis (i.e., economy = 1, defense = 1), or to decide which
topic is more salient than the other and code only for it (e.g., economy = 1, security = 0). This
empirical approach overlooks the important fact that issues often receive varying levels of attention
within the same news article. Computational approaches, such as the one proposed here, can address
this reality by analyzing topics at a higher resolution. Using such an approach, the above-mentioned
news article about defense spending could get, for example, relative salience scores of 75% for the
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economy and 25% for defense, thus providing a more sensitive account of the media’s attention to
those issues.

A Novel Framework for Analyzing News Diversity
Our approach to news diversity consists of two empirical steps. In the first step, a computational
method is utilized to analyze a large corpus of news texts at a high resolution. The result of this step
is an information-rich identification of topics at the article level. In the second step of the analysis,
news diversity is measured by aggregating the text classifications from the previous stage and
examining distributions of media attention to topics at the sample level. Once the news diversity
measure has been constructed, theoretical hypotheses about it can be tested.
First Step: Computational Text Classification
A variety of computational methods can be used to classify news texts on a large scale and at a high
resolution. Lexicons (i.e., dictionary-based approaches) can be used to identify different categories by
searching for predefined keywords (Guo et al., 2016); supervised algorithms can learn how to weigh
different terms to identify a set of predefined categories (Cambria & White, 2014); and unsupervised
algorithms can learn how to cluster texts into groups of semantically related categories or to model
topics from a given corpus (Roberts et al., 2014). Either of these methods can be used in studies
adopting our two-step framework, where the first empirical step is to automatically classify media
texts for their attention to topics.
For the empirical illustrations in the current article, we follow a weakly-supervised text classifica
tion method that combines the advantages of unsupervised and supervised learning. As we discuss
below, this method has several advantages in the context of news diversity measurement: it is
relatively cheap to set up and use, allows efficient identification of a large set of categories and
a high level of separation between related categories, and enables adding new topics that may have
been missed in an initial iteration while keeping other topics stable. While we see these advantages as
important, we note again that a high-resolution, large-scale analysis of news diversity is not
constrained to using this specific method and can be conducted using alternative computational
approaches.
The method we use here, which is described in more detail elsewhere (Fogel-Dror et al., 2019a),
leverages an unsupervised method to create a training set using an inductive method and then uses
this set to train a supervised method to classify texts in an additive, deductive, and replicable
manner (Zhou, 2018). To apply this method, we first extracted topics from texts inductively by
training multiple topic models on 20 corpora – one topic model per corpus – where each corpus
contains news articles pertaining to a single general category (e.g., all articles that appear in the
“Crime” section in various newspapers; Blei et al., 2003). We then transformed the outputs of these
topic models and created groups of thematically related sentences. Samples of sentences from each
group were given to human coders, who inferred a label for each group of sentences. The trainingset compilation phase resulted in highly reliable labels (Krippendorf’s α = 0.92; precision of labels
was assessed at more than 80%).
The result of this stage was a large training set of labeled sentences, compiled with minimal
human effort, that we used to train a deep-learning supervised classifier on hundreds of topics. This
classifier was then used to identify topics in new news articles. We implemented this method on
a dataset containing all news articles published in close to 700 newspapers over more than 22 years
(January 1995–July 2017). In all, about 30 million news articles were used to train 20 topic models on
different issues (e.g., the economy, defense, crime, education). After transforming the outputs of all
topic models, we aggregated the resulting groups of sentences into a very large training set contain
ing about 100 million sentences, which we labeled with 651 different categories; in other words, we
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decomposed each of the 20 general issue domains to more than 30 sub-domains, on average. The 651
categories represent a broad range of political and social issues, including sub-topics of the economy,
education, health, immigration, transportation, and the like.
At this point, we have included each article’s title as contextual information to improve the
classification accuracy of each of its sentences, as a sentence may be better understood given some
context. This training set of labeled sentences combined with their titles was used to train a deep
learning classifier to identify each category at the sentence level. The model reached precision (the
percentage of sentences where one of the identified categories was correct, from all identified
sentences) of 75%, and recall (the percentage of sentences where the model succeeded to identify
a category, from all expected sentences) of 76%, on a held-out dataset of one million sentences.
Following common practice, our aggregation of sentence-level scores to the article level considers
the number of sentences identified as covering each topic, but is agnostic tou the sentence’s length or
its location in the article (De Kok et al., 2018; Missen et al., 2013). To create article-level distributions
of topics, we did the following. Say an article contains ten sentences, we assign each sentence with
10% of the article’s total score. Then, for each sentence, we divide the 10% to all categories that were
identified in the sentence. For each sentence, if a single category was identified, we assign to it 10%;
if two categories were identified, we assign 5% to each, and so on. If no category was identified, we
assign the sentence’s 10% to an “other” category. We then summarize the percentages assigned to
each category and create a distribution of topics, and their salience, at the article level. For example,
if a category was identified as a single category in three sentences and as one of two categories in two
additional sentences, we measure its salience in the article as 40% (3*10% + 2*5%). Last, to enable
aggregated analyses, we average the percentages of all articles in a given period to create daily,
weekly, monthly, and quarterly distributions of topics.1
Second Step: Calculating News Diversity
After analyzing each news article’ attention to each topic, the second step of our analysis focuses on
assessing news diversity at the sample level. For this goal, we calculate entropy scores in aggregated
datasets of classified texts. The entropy measure reflects the extent to which observations are spread
across a predefined set of categories. It is one of the most frequently used measures for assessing the
diversity of content in general (McDonald & Dimmick, 2003), and of news coverage in particular
(e.g., Humprecht & Esser, 2018; Kleinnijenhuis et al., 2015; Masini et al., 2018; Peter & De Vreese,
2003). Entropy is considered an especially relevant measure of news diversity because it not only
provides information about the number of categories appearing in the media, but also considers how
even the distribution of attention across categories is. The latter feature is especially relevant when
analyzing large datasets, where almost all topics are likely to appear in the corpus at least once. The
distributional features of entropy are also particularly relevant for a fine-grained approach such as
ours: our method assigns a continuous (rather than dichotomous) salience score to categories, and
the entropy measure takes that additional information into account.
The specific entropy statistic we use to operationalize diversity is Shannon’s H, which has been
shown to outperform other measures of content diversity (Boydstun et al., 2014). The formula for
calculating Shannon’s H is as follows:
n
X

H ¼

Pi ðlog2 Pi ÞÞ

ð
i¼1

where n is the number of categories with a value greater than zero, Pi is the proportional salience
of one particular category out of the total number of predefined categories, and log2 is the logarithm
with base 2. To facilitate interpretation, we normalize all entropy scores to range from 0 to 1 by
dividing each score by the maximal entropy, log2(k), where k is the total number of categories being
analyzed (e.g., Peter & De Vreese, 2003). On the normalized measure, 0 indicates full homogeneity
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(i.e., only one category is mentioned), and 1 indicates full diversity (i.e., all categories are mentioned,
and all receive equal attention). An important feature of Shannon’s H is its sensitivity to the number
of categories used: this measure can “appropriately differentiate between the use of nine items …
where only ten items might have been used and the use of nine items where hundreds are available”
(Boydstun et al., 2014, p. 183). This feature is advantageous when one analyzes attention to an
extensive set of potential categories, such as our case here; yet it also results in relatively low diversity
scores, especially at the single-article level, since most categories are not mentioned in most articles.
To provide some intuition on what the entropy measure taps in our study, we present, in Table 1,
a hypothetical case in which media attention to three categories is analyzed. As the first row of the
table shows, when a news article (Article 1) covers one category exclusively and ignores the two
others, its entropy score is minimal (H = 0). On the other hand, as shown in the fourth row of the
table (Article 4), an article paying equal attention to all three possible categories gets an entropy
score of 1, indicating full diversity. Of special interest, however, is the difference between the second
and third rows of the table (Articles 2 and 3). While both cover the same two categories, in the third
row, the attention is balanced between the categories (50/50), which results in a substantially higher
entropy score for that article. This comparison demonstrates the two complementary qualities
captured by the entropy measure: first, how broad media attention is (that is, how many categories
are covered), and second, how balanced the attention is (that is, how even the distribution is across
categories).

Empirical Illustrations
We illustrate our approach empirically in two different ways. The first empirical illustration is
a micro-level analysis demonstrating the high resolution of our text classification method. In
the second illustration, we use a large aggregated dataset of articles published in six leading US
newspapers throughout 2016. The goal of the second illustration is to show how our method can
be used to test theoretical hypotheses about news diversity on a large scale and at a high
resolution. In both illustrations, we focus on the dynamics of media attention to political and
social issues, which is a question communication researchers and political scientists have shown
great interest in over the years (e.g., Baumgartner & Jones, 1993; Green-Pedersen & Stubager,
2010; Peter & De Vreese, 2003; Walgrave & Van Aelst, 2006). While the training set we have used
to identify topics consists of 22 years of coverage in close to 700 newspapers, the empirical
illustrations presented below use only a subset of that dataset: the first illustration uses four
articles only, and the second uses all available coverage published in the course of one full year
(2016) in six newspapers (N = 252,807).
More specifically, our empirical illustrations focus on media coverage of the economic domain.2
We concentrate on this domain for demonstrative purposes. As shown below, our fine-grained
approach to news diversity identifies and analyzes a large number of categories and does so at a high
resolution. As a result, presenting a detailed analysis of multiple issue domains would be beyond the
scope of the current study, whose primary goal is to introduce the novel framework and illustrate its
usefulness. With this constraint in mind, we opted for a fine-grained analysis of economic news for
Table 1. Distributions of attention to categories and entropy: a hypothetical demonstration.
Article
Article
Article
Article

1
2
3
4

Category 1
100%
90%
50%
33%

Category 2
0%
10%
50%
33%

Category 3
0%
0%
0%
33%

Entropy
0
0.3
0.63
1

Percentages represent the relative salience of each category in each article. Entropy is calculated
using the formula reported in the methodological section and normalized to a 0–1 scale.
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three substantive reasons. First, economic topics are featured prominently in the news (Soroka et al.,
2018). Second, many citizens consider the economy to be the most important issue (Yeager et al.,
2011). Third, and perhaps most importantly, a vast literature indicates that media coverage of the
economy shapes the public’s economic perceptions (e.g., Boydstun et al., 2018; Sheafer, 2008; Soroka,
2006).
The goal of the empirical illustrations is to demonstrate the three major advantages of our
approach. The first advantage is the high volume of data our method enables us to include in the
analysis. Herein, we analyze 252,807 news articles published from 1 January to 31 December 2016 in
six leading newspapers in the United States: The New York Times, Washington Post, Los Angeles
Times, USA Today, New York Daily News, and New York Post. Our media data were collected from
LexisNexis, which keeps a reliable and extensive online archive of newspaper contents from around
the world. The data consists of all articles published in those six newspapers during that year that
were available for download through LexisNexis. Our focus on these six newspapers is based on
several considerations: (a) they cover national-level issues regularly, which increases the general
izability of our conclusions; (b) they are established, widely read news outlets; and (c) as shown by
Benson (2009), three of these newspapers can be classified as elite outlets (The New York Times,
Washington Post, and Los Angeles Times) while the other three are popular newspapers (USA Today,
New York Daily News, and New York Post). This variation allows us to examine news diversity across
types of media.
The second advantage of the approach illustrated here is its ability to identify and analyze more
refined categories than those studied in prior research. Rather than examining media attention to the
economy compared with other broad domains, or the media’s attention to the few most prominent
economic frames, we provide an in-depth look into the media coverage of a broad set of economic
sub-topics. The logic behind this investigation derives from the fact that the economic domain – like
any other political or social domain – is, in fact, a very broad label subsuming multiple smaller topics
relevant to people’s lives. These more specific economic sub-topics include aspects such as how
much taxes people pay, their chances of finding a job, the prices of the products they buy, and so on.
Decomposing broad issue domains to their sub-categories can have important implications for
our understanding of the news media’s role in a democracy. Prior research demonstrates that when
diverse aspects of an issue are covered in the media, the public’s knowledge of that issue expands
significantly (Barabas & Jerit, 2009; De Waal & Schoenbach, 2008). Such comprehensive issuespecific knowledge is essential for citizens, as it allows them to make more informed political choices
that are based on a broader set of relevant considerations (Popkin & Dimock, 1999) and provides
them with a crucial informational basis for making nonpolitical decisions, such as where and when to
buy a house, how to invest their money, and so on (e.g., Walker, 2014).
Table 2 presents the full list of economic topics identified using our automated system. These are
the topics we later use to analyze diversity. As the table shows, the economic categories are distinct
from one another and represent highly relevant aspects of the economic domain, such as banking,
commerce, employment, investments, taxes, and many more.3 To ensure that the computational
tools we are using produce a valid classification of economic topics in the news, we have system
atically compared the outputs of our system with human judgment. The validation procedure, which
is presented in more detail in Online Appendix A, yielded sufficient intercoder reliability scores for
the coding of economic topics in texts (Krippendorff’s α = .9). As for validity, in 97% of the cases, the
human judges have coded news articles as dealing with the same economic topics the automatic
system has identified.
The third and final goal of the empirical illustrations is to demonstrate the high-resolution classifica
tion of texts our method allows. Rather than coding texts for the presence or absence of categories of
interest, our system identifies each category’s relative weight in each text (e.g., concluding that 20% of an
article’s attention is devoted to commerce and 80% to employment). This high-resolution classification,
demonstrated in detail in the first empirical illustration below, allows us to measure each category’s
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Table 2. Economic topics.
Advertising and Marketing

Customs and
Regulations

Evaluations and Analyses:
Firms and Markets

National Security
Funding

Investments

Banking

Economic
Communication

Finance and Economics

Payments, Costs, and
Earning

Taxes

Bankruptcies and Legal
Issues

Economic
Cooperation

Financial Markets: Firms and Politics and the Economy Technology:
Banks
Economy Oriented

Budgets for Communities
and Social Services

Economic
Fluctuations

Financial Status,
Investments, and Debts

Prices, Costs, and
Consumers

Urban
Development

Business Data

Economic
Research

Firms: Executive and
Management

Prices Fluctuations

Vehicles Industry

Canadian Economy and
Markets

Economy in the
Middle East

Education Funding

Prices, Profits,
Performances, and Values

Commerce

Employment and
Labor

Gold

Real Estate

Currencies

Energy Market

Insurances

Sales and Revenues

salience relative to all other categories both within and across articles, and to thus provide a highly
sensitive account of the distribution of media attention to issues.
First Illustration: Article-Level Analysis
Table 3 presents four sample news articles from our dataset, two from The New York Times and two
from USA Today. From each newspaper, we present one example of a low-diversity article and one
example of a high-diversity article.4 For each sample article, the table displays its full text; the
economic topics our system has identified as appearing in that text; a simple count of the number of
economic topics identified, and an entropy score for that article representing how balanced its
attention across topics is.
Table 3 demonstrates that our method is highly successful at identifying the topics that are
actually mentioned in news texts while refraining from identifying redundant categories. For
example, the article on the first row seems to focus exclusively on the issue of employment,
comparing disappearing jobs with fast-growing ones; the system identifies that and gives a weight
of 100% to the Employment and Labor economic category. On the other hand, the article on
the second row clearly discusses various economic aspects related to the reported case, including
the quarterly losses of the industrial company, Alcoa; an evaluation of the company’s performance
in the past quarter; the price of the company’s share, and the taxes the company had recently paid.
Accordingly, both the number of categories identified and the entropy score for that article are
considerably higher.
In addition to reliably and validly identifying economic topics in texts, our high-resolution
approach analyzes the relative salience of each identified category in each text. This feature is
demonstrated in the third column of Table 3. In the second article, for example, we find that the
Economic Fluctuations category, with a salience score of 44%, receives a substantially higher weight
than the three other categories. This indicates that our system has identified this topic as the most
salient one in this article. This high-resolution analysis makes entropy an especially relevant measure
of diversity since, in addition to simply counting how many categories are present in the text, it
considers the relative weight of categories.
Second Illustration: Comparing the Diversity of Elite and Popular Newspapers
After having demonstrated the high-resolution of our analysis of topics at the single-article level, we
now turn to illustrate how our approach can be used to test theoretical hypotheses about news

High Diversity

Low Diversity

High Diversity

Low Diversity

Table 3. Sample articles.

Full Text
Solid Job That Still Exists No. 2 (The New York Times; May 01,
2016)
Manufacturing jobs have been battered over the past few
decades, thanks to offshoring and automation – a trend that
looks set to continue. But that is not to say that all good bluecollar jobs are disappearing. Many niches are growing: Windturbine service technicians (the people who fix those giant,
high-tech windmills) and commercial divers (the people who do
underwater repairs on oil rigs) are two of the fastest-growing
middle-class jobs.
Alcoa Posts Net Loss of $500 Million for Quarter (The
New York Times; January 11, 2016)
Alcoa on Monday reported a quarterly net loss after charges
related to shuttering parts of its traditional smelting business.
Alcoa on Monday posted a fourth-quarter loss of $500 million, or
39 cents a share, in contrast to a net profit of $159 million, or 11
cents a share, a year earlier. Excluding charges for shuttering
capacity and income tax charges, Alcoa said it would have
posted a profit of $65 million or 4 cents a share, above analyst
expectations of 2 cents per share.
Consumer Reports Says Tesla Should Deactivate Autopilot
(USA Today; July 15, 2016)
Consumer Reports called on Tesla Motors to deactivate the
automatic steering function of its partially self-driving system
amid heightened scrutiny of the technology’s performance after
a deadly accident in May. The consumer organization said
Thursday that electric-vehicle maker Tesla should block its
Autopilot steering technology, overhaul it and rebrand it. Tesla
CEO Elon Musk has refused to disable the system, which could
be done through an over-the-air software update, and has
instead repeatedly defended it and said it’s safer than human
driving.
Microsoft Announces $40B Stock Buyback (USA Today;
September 21, 2016)
Microsoft said it would buy back up to $40 billion in stock and
boost its dividend to 39 cents from 36 cents. The
announcements pushed shares up 1% to $57.39 in after-hours
trading. This is the second $40 billion buyback program for the
technology giant. Microsoft said it would complete the current
buyback program by year’s end. The dividend increase is 8%.
The dividend is payable Dec. 8 to shareholders of record on Nov.
17. Microsoft also said it will hold its shareholders meeting Nov.
30.

Categories Identified

(33%)

● Taxes (13%)
● Technology: Economy-Oriented

Values (8%)

● Economic Communication (25%)
● Economic Fluctuations (21%)
● Prices, Profits, Performances, and

(50%)
● Vehicles Industry (50%)

● Technology-Economy Oriented

● Taxes (11%)

Values (28%)

● Prices, Profits, Performances, and

and Markets (17%)

● Economic Fluctuations (44%)
● Evaluations and Analyses: Firms

● Employment and Labor (100%)

5

2

4

# Categories
1

0.42

0.19

0.35

Entropy
0
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diversity. The hypothesis we test here concerns the effect of newspaper type. Specifically, we examine
the possibility that elite newspapers provide their readers with more diverse coverage than popular
newspapers (H1). This expectation builds on the studies of Benson (2009) and Masini et al. (2018),
who theorize that news outlets adjust their content to their audience’s “cultural capital.” The
argument these studies advance is that elite newspapers promote diversity in content in order to
match the “omnivorous” predisposition of their highbrow readers, whereas popular newspapers
publish less diverse content in order to be congruent with the preferences of their more middlebrow
and lowbrow target audiences. In theory, lower diversity in popular newspapers might stem either
from them covering fewer topics (Benson, 2009) or from a different reporting style in which the
topics that do get mentioned in popular outlets are discussed in less detail (Örnebring & Jönsson,
2004). Our analysis here can speak to the first possibility only.
To directly test H1, we calculated entropy in an aggregated dataset consisting of all available articles
published throughout 2016 in the six newspapers mentioned above. Prior to testing the hypothesis,
however, it was necessary to ensure the validity of our diversity estimates. To do so, we have system
atically compared the automated analysis of diversity with human evaluation of the same construct.
The average intercoder reliability (i.e., between the two human coders) in this procedure was
Krippendorff’s α = .86. As for validity, a comparison of the manual coding with the automated coding
of diversity reveals that the computational analysis was accurate in 91% of the cases. Additional details
on this procedure are available in Online Appendix A. A comparison of mean diversity levels in elite
and popular newspapers in 2016 is presented in Table 4. The first row examines how diverse a full day’s
coverage is, on average, in each newspaper type. Results show that the coverage is more diverse in elite
newspapers (M = 0.84, SD = 0.07) than in popular ones (M = 0.68, SD = 0.25), t(2,188) = 20.39, p < .001.
This effect is statistically significant and substantively large, with a difference in diversity of 0.16 on
a normalized entropy scale ranging from 0 to 1. This suggests that, in line with the theoretical
expectation presented above, economic news coverage is more diverse in elite newspapers than in
popular newspapers, at least when examined at the daily coverage level.
While the preceding test shows support for H1, our fine-grained approach to news diversity can
provide a much more detailed test of the hypothesis. First, in terms of sample size, we test our
hypothesis with a very large sample of 252,807 news articles. This enables us to analyze our data in
additional ways, specifically, at varying aggregation levels. As discussed above, the normative ideal of
news diversity can only be achieved at the aggregate level, that is, by exposure to multiple news
articles over an extended period of time. To date, however, the news diversity literature has not
assessed how altering the level of temporal aggregation in a study influences its results. We, there
fore, test the same hypothesis (H1) at the average week, month, and quarter levels.
The results of these analyses are presented in the second, third, and fourth rows of Table 4. The
analysis reveals, in both newspaper types, an increase in average diversity when moving from the
daily coverage level to any other level. The fact that the mean entropy scores are quite similar
between newspaper types and are very close, in all cases, to the theoretical maximum of H = 1
suggests that in both elite and popular outlets, almost all aspects of the economy are discussed every
Table 4. News diversity in elite and popular newspapers.
Level of Analysis
Day
Week
Month
Quarter

Elite Newspapers

Popular Newspapers

M (SD)
0.84 (0.07)
0.9 (0.01)
0.9 (0.00)
0.91 (0.00)

M (SD)
0.68 (0.25)
0.87 (0.02)
0.88 (0.01)
0.88 (0.01)

N
2,190
312
72
24

p
p
p
p

t-test
< .001
< .001
< .001
< .001

Diff.
0.16
0.03
0.02
0.03

The analysis is based on 252,807 articles published in 2016 in three elite newspapers (The New York Times, Washington Post, and
Los Angeles Times) and three popular newspapers (USA Today, New York Daily News, and New York Post). All t-tests are one-tailed.
Diff. = Mean diversity in elite newspapers minus mean diversity in popular newspapers.
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week, and the distribution of attention across topics is quite balanced. Put differently, reading a full
week (or more) of economic news in either newspaper type exposes citizens to highly diverse
content.5 Further support for this claim is evidenced when comparing the total number of economic
topics covered in each newspaper type at each level of analysis, regardless of entropy. The results of
this comparison, which are presented in Online Appendix B, reveal a similar pattern: variations in
diversity are substantial at the daily coverage level, but negligible at any other level.
The data aggregation exercise presented above underscores the advantages of analyzing news
diversity in larger datasets. Specifically, we show that the decision of how to aggregate a study’s data
can have a profound impact on its conclusions. If we were to analyze our data at the daily level only – as
most news diversity studies do – we would have concluded that differences in diversity between these
two newspaper types are large. However, analyzing the very same data at the weekly, monthly, or
quarterly levels would lead us to conclude that the differences are, in fact, minimal. From a normative
standpoint, this analysis suggests that there might be less room for concern about low diversity levels in
popular newspapers than previously thought. We find that the only level at which large differences in
diversity are observed is the average day. However, it is well-established in the literature that the effects
of news consumption on citizens are cumulative (e.g., Holbert, 2005). Since most people are not very
likely to read a single day’s coverage and then stop reading newspapers, it appears that both elite and
popular outlets provide their readers, overall, with quite similar levels of diversity.
In addition to increasing researchers’ flexibility in how much data to analyze and what level of analysis
to use, there are two other ways in which our fine-grained approach advances the study of news diversity.
The first is the identification and analysis of more subtle categories. Whereas prior research on diversity
in elite and popular newspapers focused either on broad political and social domains or on a small
number of highly salient viewpoints and actors, we analyze the distribution of media attention to an
extensive set of economic sub-domains. Even though economic topics such as banking, commerce,
employment, prices, taxes, and many others are highly relevant to citizens’ lives, prior news diversity
studies have bundled all of them together under the broad label “the economy.” Since citizens obtain
much of their economic (and non-economic) information from the media, it seems critical to explore
how broad and balanced the coverage of this domain (and other domains not analyzed here) is.
Our approach’s high resolution is also evident in the ability to analyze the precise proportion of
attention given in each newspaper type to each specific aspect of the economy. This feature is demon
strated in Figures 1 and 2. Figure 1 presents the average salience of each economic sub-domain in each
newspaper type over the entire period (1 January to 31 December 2016), with data aggregated to the daily
coverage level. Based on this figure, it is possible to compare the salience of each specific economic aspect
across newspaper types. For example, the figure suggests that popular newspapers give more attention to
the Employment and Labor issue than elite newspapers, whereas the opposite is true for the Technology
issue. Using such data, researchers can move beyond the general conclusion that diversity is higher in one
newspaper type to pinpointing where exactly the differences lie.
In Figure 2, we increase the resolution of the analysis even further. This figure provides a closer
look into the media coverage of three important economic sub-domains – Banking, Employment
and Labor, and Taxes – across newspaper types throughout 2016. The three time-series plots, which
track fluctuations over time in media attention, reveal that the coverage of these three categories in
popular newspapers is volatile in nature: in all three cases, salience shifts frequently over time from
very high to very low levels, meaning that popular outlets cover these topics with great attention on
some days while practically ignoring them on others. In elite newspapers, however, the coverage
appears to be more stable over time; there are many fewer dramatic shifts to either very low or very
high attention levels. This finding can, at least partly, explain the higher average diversity we have
observed in elite newspapers at the daily coverage level: as discussed above, diversity is, by definition,
higher when media attention is more balanced across issues.
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Figure 1. Distributions of attention to economic issues in elite and popular newspapers.

Discussion
Communication researchers have long held that the news media should provide citizens with broad
and balanced coverage of the political and social world. In recent years, the empirical literature
examining diversity levels in the news has grown rapidly, providing important conceptual and
theoretical insights. Methodologically, however, the news diversity literature has not evolved much
over the years, relying almost exclusively on manual analyses of relatively small samples and
extracting only basic information from each news text. The current study proposes a novel approach
for analyzing news diversity that addresses these methodological gaps.
The novel framework introduced and illustrated here can advance the literature in several ways.
First, adopting a computational approach can substantially reduce the costs of analyzing more data,
thus allowing researchers to study the concept with much larger samples at minimal additional effort.
Analyzing diversity with more (and more diverse) data is advantageous because it increases both the
precision with which the concept is measured and the generalizability of theoretical claims about it.
Second, our approach advances the literature by increasing the resolution with which diversity levels in
the news are analyzed. A high-resolution approach allows analyzing the media’s attention to more
subtle categories, for example, by decomposing broad domains (e.g., the economy) to their more
specific sub-domains (e.g., banking, employment, taxes, and so on). Such sub-domains, which are
shown here to be socially significant and to appear regularly in the news, have been virtually ignored in
prior diversity studies. Third, using a high-resolution approach, it is possible to extract more informa
tion from news texts. We do this by assigning to each topic a continuous salience score tapping its
precise centrality in the news relative to all other topics. Taken together, these high-resolution features
provide a nuanced account of the distribution of media attention to political and social issues and
enable researchers to answer novel empirical and theoretical questions about news diversity.
In addition to these contributions, we believe a useful conclusion can be derived from our data
aggregation exercise. Since the availability of large-scale textual data is increasing dramatically in
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Figure 2. Attention to economic issues in elite and popular newspapers over time.
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recent years, computational social scientists often face the decision of whether and how to reduce the
complexity of high-dimensional data through aggregation (Patty & Penn, 2015). Testing the same
hypothesis at the daily, weekly, monthly, and quarterly levels, we find that temporal aggregation can
influence a study’s substantive conclusions. Although we cannot formulate, based on this analysis
alone, a general rule regarding the implications of aggregation, our findings highlight the need to
conduct comprehensive robustness checks in future studies in which the unit of analysis is altered.
While we highlight here the various advantages of a computational approach to news diversity,
such an approach is not free of limitations. The consistency with which a computer analyzes texts
increases the chances for systematic errors in the automated identification of topics. If, for example,
the computer classifies a text dealing with horserace coverage of politics (e.g., who is leading in the
polls) as “sports” instead of “elections,” this coding mistake will likely feature in multiple texts.
A human coder, however, can improve with time by learning how to separate conceptually between
the two similar categories, and thus will not necessarily repeat the coding mistake in subsequent
attempts. Another limitation of the automated approach is related to the analysis of diversity. We
validate our measurement of this concept by comparing the automated analysis of diversity in single
news articles to human judgment of diversity levels in the same articles. Yet the entropy statistic used
here and in the literature is primarily a measure of diversity in aggregated datasets consisting of (1)
a very large number of texts and (2) many different categories of interest. Ensuring that the
automated analysis of diversity in such large datasets is comparable to how humans judge diversity
is a challenging task, as people only read one article at a time and are probably unaware of the
cumulative influences media content has on them.
Future efforts can build on our approach to advance the literature in several ways. First, we have focused
here, for demonstrative purposes, on the diversity of economic coverage. However, our approach is not
restricted to the specific topics analyzed here and can be used to explore diversity in relation to any other
important domain, such as health, immigration, foreign affairs, education, security, and many more.
The second way in which future research can use our approach is by utilizing it to study other textual
corpora than newspapers. The procedures described and demonstrated here can be used, with relatively
small additional effort, to diversity analyses in news websites, transcripts of television news broadcasts,
social media content, and so on. Third, scholars have made the important conceptual distinction between
internal diversity (i.e., diversity within an article or outlet) and external diversity (i.e., diversity in a media
market; Benson, 2013). While we focused here on diversity in specific outlets, future research can expand
on our analysis by comparing across countries on a large scale and at a high resolution. Fourth, we
investigated here diversity in terms of political and social issues. Yet our method, as well as other
computational methods, can be used in the future to examine additional types of diversity. Of particular
interest would be viewpoint diversity, which has been the focus of a large number of previous studies. By
increasing the resolution of the analysis even further, it is possible to identify not only sub-topics but also
the specific frames associated with them (e.g., arguments for and against raising taxes). A weakly-supervised
method such as the one illustrated here is especially relevant for that task due to its additive nature (that is, it
allows adding categories to the analysis while keeping the existing categories stable).
Finally, our approach can be used to study not only which topics frequently appear in the news, but
also which topics are underrepresented in media content. Using an inductive approach such as the one we
employed here, one would have to first create, based on theory, a list of normatively desirable categories –
that is, topics that are considered a priori as socially or politically relevant (and therefore worthy of media
coverage) – and examine (a) how many (and which) of the normatively desirable categories have been
covered in the news and (b) how much media attention each identified category was given. A different
approach to the same problem would be to use other computational methods, some of which are even
more suitable for answering such questions. For example, computational researchers can work with
lexicons to deductively explore the distribution of media attention to established typologies of topics,
such as the 21 policy domains suggested by the Comparative Agendas Project (Baumgartner et al., 2011).
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Such analyses will surely provide important insights into normatively desirable topics the news media
rarely cover or do not cover at all.
Throughout this study, we were driven by the normative assumption that high news diversity is
a desirable democratic outcome. Yet a puzzling question that remains open is how much diversity citizens
need in order to become politically informed and engaged. On the one hand, we have shown here that
political and social issues are more multifaceted and complex than what was captured in past news diversity
research. On the other hand, we acknowledge that holding full information on dozens of sub-topics per
domain is unrealistic, and probably unnecessary, for most citizens. This leads us to expect the ideal level of
news diversity to lie somewhere between the relatively crude categories used in prior research and the very
detailed perspective proposed here. Since this is an empirical question, future research can test the effects of
diversity on citizens by, for example, tracking people’s exposure to media content over time and examining
how variations in diversity affect their political knowledge and issue priorities, or manipulating news
diversity experimentally and testing its effects on attitudes in a more controlled setting.

Notes
1. We give all sentences the same weight in the analysis regardless of their length. While one might argue that
longer sentences should be given more weight because they might discuss topics in greater detail, the literature
suggests that longer sentences are not more effective than shorter ones in communicating information. In fact,
for most people, longer sentences are more difficult to comprehend (Mikk, 2008; Thorton et al., 2000).
2. We focus on economic issues, broadly speaking. While many of the topics we analyze are politically relevant (as
shown in the empirical illustrations below), not all are directly related to the political domain.
3. This list does not contain all aspects of the economy that can possibly appear in the news. Rather, it represents
economic sub-domains featured prominently in English-speaking newspapers in the two decades under
investigation (1995–2017).
4. We consider newspaper articles with entropy scores of 0.35 and 0.42 as high on diversity (see Table 3) only after
having inspectedentropy scores in a large sample of articles. Scores of 0.35 and 0.42 are well above the average
diversity in both a New York Times article (M = 0.2, SD = 0.18) and a USA Today article (M = 0.19, SD = 0.17).
5. Although the differences between elite and popular newspapers are statistically significant at the week, month,
and quarter levels, they are substantively very small in all cases (see Table 4).
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